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Preliminaries

1.1.  Background

1.2.  Introduction

___________________________________________________________________

1.1.  BACKGROUND

This text is designed primarily for graduate students in Business Statistics, Bioengineering, Biostatistics and Mathematical Statistics.  The emphasis will be on a few illustrative applications, along with points of theory and history.    

There are applications or potential applications of the finite mixture model (FMM) in virtually every area of the sciences and social sciences.  The related Hidden Markov Model (HMM) brings in a wealth of other applications, both actual and potential.  Economic analysis involves notions of states of the economy.  Investments analysis involves looking at patterns in the returns of securities.   Bioinformatics involves the application of computational science, mathematical and statistical techniques to fundamental biomedical problems at the gene, protein, and cell level with emphasis on discerning predictive patterns and correlative behaviors from extremely large amounts of data.  More generally, analysis by FMM and HMM should become a standard method of data mining.    The concept of a mixture model to define life style/buying habits clusters has proved useful in target marketing and direct mailing.  

1.2.  INTRODUCTION
We shall deal with some situations of modeling and data analysis.  We introduce them in a particular order, decreasing the amount of prior knowledge and specification as we go along.

We deal with samples that are mixed, in the sense of coming from several populations.   That is, the data fall into classes, each from a different population or distribution.  The corresponding distributions are called the class-conditional distributions.  The overall distribution is a weighted average of the class-conditional distributions, the weights being the prior probabilities.   In classification, either the class-conditional distributions and prior probabilities are known, or there is a training set of data, labeled, from which we can estimate them.  In cluster analysis, in the most general case neither the prior probabilities nor the class-conditional distributions are known. 

In the classification problem, cases are to be classified into one of  K   pre-specified populations.  

Populations 


1
2   
.
.
.
K
Probability density functions
f1
f2   
.
.
.
fK
Prior probabilities







K
p.d.f. of new cases to be  classified

f(x)   =   1 f1(x)  +  2 f2(x)  +  .  .  .  +  KfK(x)

A new case comes from population  k  with probability k .  This is exactly the mixture p.d.f.      

The populations are also called states or mechanisms, depending upon the application context.   The class-specific distributions are also called class-conditional distributions, or component distributions, or simply components.  

The parametric case is the model in which  all the f's have the same form but differ according to the value of a parameter k:  

fk(x)  =  g(x,k),   k = 1, 2, . . . , K.

Example (Normal).  k =  (k, k ),  g(x,k)  =   (2k2)-1/2 exp{-(1/2)[(x-k)/k]2}.   

Classification
The densities are known 

or there is a training dataset from which they can be estimated.  

Cluster Analysis    The densities are unknown and there is no training dataset.

                               The number of densities may also be unknown.  

________________________________________________________________________________
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2.2.  Optimality Criteria for Classification


2.2.1.
Posterior Probability


2.2.2.
Minimum Expected Loss
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2.4.  Multinormal Distributions and Statistical Distance 
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        We deal with models in which each observation comes from one of several (K) populations, mechanisms, or states, indexed by   k  = 1, 2, . . . K.   The model is  

{ (Xi, i ),  i = 1,2,…,n },

where the Xi  are the usual observable quantities and    are labels, that is, i = 1, 2, . . ., or K.   The value of   is the population of origin of case i, or the state of case i.     We shall make several approaches to this model, with  successively decreasing amounts of prior knowledge.

The FMM postulates several (K) states, each with its probability distribution and prior probability.  Each case in the dataset comes from one of these K, but the data are not so identified.  That is, the group labels are missing.   In the Classification Model (CM) we have more prior knowledge than in the FMM:  in the CM the parameters of the class-conditional distributions are known, or else there is a training set of data in which the labels are given, so that the distributional parameters can be estimated.

2.1.  THE CLASSIFICATION MODEL

It is helpful first to consider statistical classification procedures.  The model here is simple, in that either the distributional parameters are known or there is a training set of data, that is, a dataset which includes the labels, so that the population of origin of each case is known.  

The Classification Problem.    There is a specified number  K  of populations.  We first assume that the corresponding distributions are known.  A sample of cases is now to be allocated, that is, each case is to be assigned to one of the K populations.  A probability distribution is associated with each population.  We shall consider especially some particular  cases:  Normal distributions with common covariance matrix, and Normal distributions with different covariance matrices.    We focus on  classification by maximum posterior probability.  

Example:  Persons holding mortgage loans fall into three classes:  those whose payments are current, those who are delinquent, and those who are in default.  The bank would like to develop formulas to classify applicants into these three groups. 

2.2.  OPTIMALITY CRITERIA FOR CLASSIFICATION
2.2.1.  Posterior Probability

2.2.2.
Minimum Expected Loss

2.3.
UNIVARIATE NORMAL

2.3.1.  Equal Variances

2.3.2.  Unequal Variances

2.4.  MULTINORMAL DISTRIBUTIONS AND STATISTICAL DISTANCE

2.4.1.  Some Matrix Algebra

The inverse of a product is the product of the inverses, in reverse order.

The transpose of a product is the product of the transposes, in reverse order.

Given a random vector X, we denote its mean vector by EX and its covariance matrix by CX.

We have   ECX  =  CEX  and  CCX  =  C CX C'  .  

2.4.2.  Statistical Distance

A random vector  X  has mean vector    and covariance matrix  .  What should be the distance between  X  and   ?  To answer this, first suppose we have a random vector  Z  with mean vector    and covariance matrix  I.   Such a random vector consists of random variables that are uncorrelated and have variances equal to 1.   Since the variances are equal, there is no need for different weightings.  Since the variables are uncorrelated, we can compute the total distance in terms of separate contributions to it.  So, let us take it as axiomatic that for such a random vector ordinary Euclidean distance will be appropriate.  The square of the Euclidean distance between  Z  and   is the sum of squares of differences,  v=1,2,...,p (Zv - v)2  =  (Z  -  'Z  -  


Now, given X we can transform to such a Z.  For, there exists  C  p x p and nonsingular such that   CC'  =  I.    Given any random vector X, let EX denote the mean vector of X and CX the covariance matrix of X.  Note that if  Z = CX, then CZ  =  CCX  =  C CX C'    =  C  C'  =  I.   We have  EZ  =  ECX  =  CEX  = C.  The squared distance is  

(Z  -  'Z  -  CX -C)' CX -C)  = X -)'C'C X -)  = X -)' - - 1 X -) ,

since  C  C'  =  I   gives   = C-1 C ' -1  =   C-1 C ' -1 =   (C'C)-1  so that  C'C  =  -1.
Statistical distance depends upon the elements of  X  only through their z-scores.  That is, if  X'  =  (X1, X2,  . . . , Xp),   then D2 can be expressed in terms of  Zv = (Xv -v) / v, v = 1, 2, . . . , p .   For, -    =   ,  where   is the p x p correlation matrix and   is the diagonal matrix whose diagonal elements are the standard deviations.   Then  - - 1  =  - 1   - 1  - 1  and  

D2(x, ; )   
=  X -)' - - 1 X -)   

=  X -)'  - 1   - 1  - 1 X -)

=  Z '  - 1 Z .  

2.4.3.  Multinormal Distributions
2.4.3.1.  Linear Combinations

We use the term multinormal as short for multivariate Normal (MVN).  The multinormal family of distributions is defined by the fact that every linear combination is univariate normal.  That is, a r. vec.  X  is MVN iff.  a'X  is Normal, for every a.  

2.4.3.2.  A Special Quadratic Form

Note that if X is distributed according to N(µ, ) , then  the quadratic form  (X - µ)' -1 (X - µ)  is distributed according to a chi-square distribution with    p  degrees of freedom.  The mean of this quadratic form  is  p, and its variance is  2p .    
2.4.3.3.  Concentration Ellipsoid

We use the terms ellipse, ellipsoid, and hyperellipsoid in two, three, and more dimensions, respectively.  The general term is then in this sense hyperellipsoid; however, we often use just ellipsoid.  

It can be shown that a uniform distribution over the interior of the ellipsoid    (x - µ)'-1(x - µ)  =  p+2  has mean vector µ and covariance matrix  .  So this ellipsoid provides a way of visualizing in a sense the multinormal distribution   N(µ, ) .    

2.5.  CLASSIFICATION FOR MULTINORMAL DISTRIBUTIONS

2.5.1.  Common Covariance Matrix and Linear Classification Functions

2.5.2.
Different Covariance Matrices: Quadratic Classification Functions
Which model ?  One way to attempt to decide between the model with common covariance matrix and the model with different covariance matrices is to use a Model Selection Criterion.

Nature of the classification regions in the quadratic case.  It is interesting to consider the nature of the classification regions when there are different covariance matrices.  We consider  only the case K = 2.  First, note that given 1 and 2, there exists a matrix  F  such that   F1 F' = I   and  F2 F' = D, diagonal.  To construct such a matrix, start with a matrix that diagonalizes one of the covariance matrices, and then apply it to the other one, and then follow with transformation by an orthogonal matrix that diagonalizes the result.    Because of this, the nature of the regions can be found for the case  1  = I  and   2  = diagonal and then X  can be transformed according to FX  to find the general solution.  For the bivariate case the resulting situations are then analyzed by noting that the general quadratic in    x  and  y, 

Ax2 + Bxy + Cy2 + Dx + Ey + F = 0,

describes a parabola, ellipse or hyperbola according as the discriminant  B2 - 4AC   is 0, positve, or negative.  

See Cooper (1963 and 1964) for more on this.  

2.6.  LOGISTIC REGRESSION

The natural log of the posterior odds (ratio of posterior probabilities) is linear in x.  

This suggests that the model    ln Px/(1- Px) =  + 'x  might be used in general.  It doesn't matter what the distribution of  X  is because the model is conditional on x:   Px  = Pr(1 | x) ,  1 - Px  =  Pr(2 | x) .  Some or all of the elements of x may be non-random.   Note that,  if   ln Px/(1- Px)  =  y,  say,   then  Px  =  ey / (1 + ey)  =  1 / (1 + e-y) , the so-called logistic function.  

Example.   Gender and employment status (employed vs. unemployed) are categorical and so logistic regression rather than discriminant analysis should be used.    
____________________________________________________________________  

Next.  After considering the classification model (CM), we move on to the Finite Mixture Model (FMM).  The difference between the classification model CM and the FMM is that in the classification model, more is known:  Either the distributions are known, or there is a training dataset to estimate the unknown parameters.  In the FMM, there distributions are not known and there is no training dataset.  This can be considered in terms of the labeling parameters   ,   i = 1, 2, . . ., n. 

2.7.  ESTIMATION

We have treated the problems so far as if the distributional parameters were known.  The usual approach when they are unknown is to substitute the usual estimators into the classification functions.  

The usual estimates of mean vector and covariance matrix are employed.  It is relevant to review the pooling of sample covariances matrices for the model where common covariance matrix is assumed.  

When the parameters are unknown, the estimated classification functions are optimized for the training sample.  In the test sample, there will be shrinkage:  the error probabilities will be higher than in the training sample.    In order to be able to estimate the true error probabilities, a portion of the training sample is put into a preliminary test sample and estimates of the error probabilities are obtained by classifying these cases.  Alternatively, a computer intensive leave-one-out method can be used.  

PROBLEMS

1.  Tell why it is difficult to have a successful screening for a rare disease even though the sensitivity and specificity of the test are high.  

2.  For the univariate case with unequal variances, describe qualitatively the classification regions.

3.  For the bivariate case with K = 2, describe qualitatively the classification regions resulting when the covariance matrices are unequal. 

4.  In Population 1, X is multinormal with mean vector 0 and covariance matrix 4I; in Population 2, it is multinormal with mean vector 0 and covariance matrix 9I.  The two populations have equal prior probabilities.  Find R1, the classification region for Population 1.  What is the  discriminant function? 

5.  In Population 1, X is multinormal with mean vector 0 and covariance matrix 4; in Population 2, it is multinormal with mean vector 0 and covariance matrix , where    is specified.  The two populations have equal prior probabilities.  Find R1, the classification region for Population 1.  What is the  discriminant function? 

6.  In Population 1, X is multinormal with mean vector 0 and covariance matrix ; in Population 2, it is multinormal with mean vector 0 and covariance matrix ,  where   and    are specified.  The two populations have equal prior probabilities.  Find R1, the classification region for Population 1.  What is the  discriminant function? 

7.  The exponential distribution.   The exponential distribution has p.d.f.  

f(x) =   e-x,   x > 0,   > 0.  

The mean is 1/.  In Population 1,  X  is distributed according to an exponential distribution with mean 20.  In Population 2,  X  is distributed according to an exponential distribution with mean 30.  The prior probabilities are equal.  If the value of  X  is 20,  what is the posterior probability that  X  came from Population 1?  

8.  The exponential distribution.   In Population k,  k = 1,2,3, the mean of  X  is 10k.  The prior probabilities are equal.  

(a)  If the value of  X  is 20,  what is the posterior probability that  X  came from Population 2?  

(b)  Find the classification regions  Rk = {x: the decision is that x came from k } .    Hint:   Find  a  and b  such that  R1 =  (0,a], R2 = (a,b], R3 = (b, ∞).   
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3.1.  INTRODUCTION

3.1.1.  Histograms

Histograms may be used as part of an approach to resolve mixtures of distributions.  The number of modes may be considered as a hint of how many distributions are being mixed.  

3.1.1.1.  Mode Counting vs. Fitting Mixtures

This will not be the whole story.  For example, a mixture of two Normal distributions with equal standard deviations is unimodal if the size of the difference between the means is less than the square root of 2 times the standard deviation.  Nevertheless, histograms are obviously a useful tool in this context and we consider some aspects of them in some detail now.

PROBLEMS

1.  The number of days ill in a year is given for a sample of n = 50 coal miners in the dataset http://www.uic.edu/classes/ids472/data/daysill.txt . Make a series of histograms with various bin widths to illustrate the shape of the distribution, as follows. 

One often reasonable rule for the number of bins is that if  n is about   2k,  use  k+1  bins.  Here n = 50, which is between 32 and 64, the fifth and sixth powers of 2.    The rule would suggest six or seven bins.  Using Excel, Minitab, or otherwise, make histograms with 5, 7 and 9 bins.  Compare them.  Which seems to show the overall pattern best ?  Making a succession of histograms with different bin widths can be help in formulating a mixture model for the data. 

2.   Rates of Return:  Crude Oil Futures.     Given a price series  {P(t), t = 1, 2, . . ., n},   the rate of return (ROR) is  [P(t+1) - P(t)]/P(t), which is approximately  ln P(t+1)/P(t),  or 


ln P(t+1) - ln P(t) .


This is often multiplied by 100 to correspond to percent.  This logarithmic approximation to the percentage RORs of the crude-oil nearest month futures prices is in the worksheet  in the column 100*DIFF.   Make histograms of 100*DIFF using bin widths of say, 1.5, 2.0 and 2.5, or whatever best exhibits the information in the data. 

______________________________________________________________________________

3.1.1.2.  Model Selection Criteria for Histograms

Following Y. Sakamoto (a disciple of Akaike),  here is a method for scoring alternative histograms by BIC, Schwarz's modification of AIC.  AIC  and BIC are Model Selection Criteria.   They take the form 
MSC(k)  =  -2 ln max L(k)  +  a(n)m(k),

where   

· k = 1, 2, . . ., K  indexes the alternative models  

· MSC(k) is the value of the criterion for the k-th model  ---   the lower the score the better  

· L(k)  is the likelihood for the k-th model   

· m(k)  is the number of parameters used in the k-th model  

· a(n) = 2 for AIC  but  a(n) = ln n  for BIC.    

BIC (also called SIC) is now preferred by most statisticians who are involved with the theory and application of MSCs.  This is not to detract from the wonderful work that Professor Akaike has done to create this tremendously powerful alternative way of looking at statistical problems.  

For the case of histograms,  L(k)  is the point multinomial, and  - ln max L(k)  is an entropy function.   To see this, note that, apart from a multinomial coefficient, the natural logarithm of the probability mass function is 

ln L(k)    =    n1  ln p1  +  n2 ln p2  +  . . .  +  nc ln pc ,

where  c   = ck  is the number of categories in the k-th model, that is, in forming the k-th histogram.   For  j = 1, 2, . . ., c,  the maximum likelihood  estimate of  pj  is  nj / n,  where  n  is the total number of observations.   This gives  

max ln L(k)    =    n1  ln n1  +  n2 ln n2  +  . . .  +  nc ln nc   -  c ln n .  

We have 

BIC  
=    -2 ln max L(k)  +  ln(n)m(k)  

=   -2( n1  ln n1  +  n2 ln n2  +  . . .  +  nc ln nc   -  c ln n )  +  ln(n)(c-1)

=    -2( n1  ln n1  +  n2 ln n2  +  . . .  +  nc ln nc )    +  (3 c - 1)( ln n)  .  

3.1.2.  The Finite Mixture Model

In the FMM, the prior probabilities and distributional parameters are unknown.  Often the number of component distributions is unknown as well.  First we present a case study of application of the FMM.  This case is simple in the sense that there are only two variables and two clusters.   The case follows. 

3.2.    AN ILLUSTRATIVE APPLICATION:  ASSESSING ACCURACY AND PRECISION OF A MEDICAL LAB MACHINE BY MEANS OF CLUSTER ANALYSIS

3.2.1.  Introduction
We present an illustrative example of use of the FMM, introducing it in a relatively simple way.

Commercially manufactured machines are available to do much of the routine work of the medical laboratory.   Tests from such machines are quicker and less expensive than the corresponding manual tests.  But what are the limits of accuracy  of  such machines?   Some calibration results are provided by manufacturers, but often a Lab Manager may feel the need to check these.  Also, there may be a need to calibrate such machines for the individual lab.  Local variations stemming from relative humidity, electric supply, or other physical circumstances may need to be taken into account.

The Hematology Lab Manager at a local hospital wanted to check the accuracy of a machine that performs white blood cell counts.  The manufacturer stated that the results are accurate for counts down to 0.3.  (The units are thousands of cells per cu. mm.,  e.g., 0.3 means 300 cells per cu. mm.  The normal range is 5000 to 10000 cells per cu. mm.)  To verify this at the local level, machine results were compared with those obtained by laboratory technicians, which are considered reliable.   It is much cheaper to use the machine, but it does not give reliable results for low counts.   When the machine count is low, the analysis will be repeated manually.  "How low?" is the question.  The Lab Manager will tell the lab technicians to follow a rule of the form:   If the machine count is less than some number, repeat the analysis by the manual method;  the problem is to choose this number.  

It is desirable to use the machine for as many tests as possible, without repeating the analysis manually.  Repeat analyses are not billable, an analysis takes about twenty minutes, and lab technicians earn more than twenty U.S. dollars an hour.  The cost of a single repeat test is thus about seven dollars.  This amount may not seem large, but it accumulates over a large number of tests, and labs of this sort are very busy.  There is opportunity cost in that a lab technician's time is diverted from other tasks.  The cut-off point should be chosen so as to balance both the costs and risks involved.    Doing so requires looking at data and dividing the dataset into two subsets or clusters, one where the machine measurements seem reliable, the other where they do not.  

In 3.2.2  the nature of the data is discussed, and the data are plotted.    The finite-mixture model for cluster analysis is briefly reviewed in Section 3.2.3; the results of the cluster analysis are discussed.  Section 3.2.4 views the problem from the viewpoint of decision risk analysis.  Section 3.2.5 presents some conclusions and discussion.  

3.2.2.  The Data

A dataset of  n = 61 pairs of measurements, machine white blood cell count (WBC) and manual WBC was obtained from lab records for several weeks.   The counts are plotted in Figure 1; the logs (base 10),  in Figure 2.  Note that the log-log plot is preferable since the data vary over several orders of magnitude, from about 0.1 through 1.0 to above 10.0.  The locus of equality of the two counts is the 45 degree line through the origin.  From the log-log plot it appears that this linearity fails where the log count is about -0.3,  i.e., where the count is about  0.5.   This estimate should be confirmed by more formal analysis.  Also, some consideration should be given to the costs and consequences of the two types of error, saying a count is reliable when it is not and saying a count is unreliable when it is.   
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Figure 1.  Machine vs. manual white blood cell counts.  (When more than one case falls at a plotting position, the number of cases there is given.)
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Figure 2.  Log machine vs. log manual white blood cell counts (When more than one case falls at a plotting position, the number of cases there is given.)

3.2.3.  When "Should" a Manual Re-count be Made?
To answer this question, the approach was to fit a mixture of two distributions to the data, one corresponding to a state U in which the machine result is unreliable (machine and manual results are statistically distinguishable); the other, to a state R in which the machine result is reliable (machine and manual results are statistically indistinguishable).

An answer to the question of when a manual re-count should be made will be:  Do a manual re-count for  x  such that it is unlikely that the machine result is reliable, that is,  Pr(R|x)  is small,  i.e.,   for x  such that  Pr(R|x)  <  b,  where  b  is a constant between 0 and 1.  Decision risk analysis will be used to determine  the constant  b  as a function of costs involved in the problem.  The two distributions are fitted by finite-mixture model cluster analysis of the (x,y)-data.  A by-product is of course the marginal distribution of the decision variable  x.  

The data were clustered into two groups using a Gaussian model with different covariance matrices for the two groups.  In the distribution for low counts there will be little or no correlation between machine and manual results.  In the distribution for high counts there will be high correlation.  The method of cluster analysis used will also provide estimates of the relative frequencies of the two groups, needed for the decision analysis.

3.2.3.1.  Statistical Model for Cluster Analysis
The model used is that of a mixture of a finite number of probability distributions, the "finite-mixture model."  It will be defined below.  For further discussion see Everitt (1993, Chapter 6) or, for more extensive treatments, Titterington, Smith and Makov (1985, Chapters 3-5),  or McLachlan and Peel (2000, Chapters 1-3).    

Let  m  denote the number of variables.  Let the m-dimensional vector  x  consist of one observation of these  m  variables.  The sample will consist of  n  such vectors.  In the finite-mixture model, each of the  n  is considered  to have arisen from one of  k  populations 1, k .    With the c-th population is associated a probability density function (p.d.f.)  fc(x), c = 1,2,…, k.    Thus the overall p.d.f.  f(x)  is a mixture p.d.f., of the form

         f(x)  =   p1 f1(x)  +   p2f2(x)  +  . . .  +  pkfk(x).

The p.d.f.s   fc(x)  are called component or class-conditional densities.  The mixing probabilities  pc  = Pr(c) add to 1.  

In the present application, the number  m  of variables is 2, the two elements of the vector  x  being  x = log machine WBC and y = log manual WBC.  The number of components  k  in the mixture is 2.  

This model can be conceptualized as follows.   One of the  k  populations is chosen at random, according to the distribution  {p1 ,  . . . ,  pk }.   Then, if the c-th population is chosen,  an observation is chosen according to  fc(x) .         

The parameters of the mixture model are the mixing probabilities and also any distributional parameters,  i.e., unknown parameters of the component probability distributions.   All these parameters are estimated simultaneously by the method of maximum likelihood.  

Having estimated all the parameters, one can then compute the conditional probability  Pr(c | x)  that  x  arose from the c-th population.    For short we denote Pr(c | x)  by  p(c|x).   Analogous to the development of Bayes's formula  

Pr(A|B)  =  Pr(A∩B)/Pr(B)  =  Pr(A)Pr(B|A)/Pr(B),

we have  

p(c|x)   =   pc  fc(x) / f(x).

The observations for a sample of  n   will be denoted by   xi,   i = 1,2,…,n.  The probability  p(c|xi)   that Case i  came  from Distribution c is further abbreviated as   p(c|i),   i.e.,    

p(c|i)   =   pc fc(xi) / f(xi) .

This is sometimes called the "posterior probability of membership of  Case i  in Group c." 

Note that the prior probabilities are the mixing probabilities  pc; these are part of the empirical model and are estimated from the data.  The posterior probability of membership of each case in each group is obtained.   These probabilities are then used to assign the cases to groups.  For example, maximum a posteriori probability (MAP) clustering consists in assigning each observation to that group for which its posterior probability of membership is highest. 

Often the model is that the  fc  lie in a family indexed by some parameter, say  .  Then fc(x)  =  g(x; c),  c = 1,2,…,k.  For example, sometimes  fc(x)   is taken as the p.d.f. of a multivariate normal distribution with mean vector   c   and covariance matrix   c ,  c = 1,2,…,k.  This is the model used here.

Estimation then proceeds as follows.  Given tentative estimates of the mixing probabilities  pc   and the distributional parameters  c   and    c,  one can substitute them to estimate   fc(xi) and thence the posterior probabilities  p(c|i) .   The estimating equations for  pc,  c   and    c    in terms of   p(c|i)  are as follows.  [ See,  e.g., Wolfe (1970) or  McLachlan and Basford (1987, p. 38). ]  Here  ' (prime) denotes vector and matrix transposition and  *  denotes (maximum likelihood) estimation.  The estimates of the mixing probabilities are means of those of the posterior probabilities  p(c|i) ,  

                                                  n

                                     pc*  =     p*(c|i) / n   .

                                                 i=1

The estimates of the mean vectors and covariance matrices are weighted averages, with 
[image: image1.wmf]the weights being proportional to the estimated posterior probabilities  p*(c|i) :    

                                                                n

                                    c*   =      p*(c|i) xi / (n pc*), 

                                                              i=1

and

                                                     n

                           c*   =       p*(c|i) (xi - c*)( xi - c*)' / (n pc*) . 

                                                   i=1                                                                                                    

Remember that the   p(c|i)  are estimated by substitution into Bayes's formula as shown earlier.  One alternates between the equations,  estimating the posterior probabilities {p*(c|i)} on the one hand and the distributional parameters  { c, c }   on the other.  This is the E-M algorithm (see Dempster, Laird, and Rubin 1977)  applied to this model.

3.23.2.  Implementation:  Computer Programs
McLachlan and Peel (2000, Appendix)  list mixture-model software.  Among those mentioned are their EMMIX, Raftery and Fraley's (1999) MCLUST, and Wolfe's (1970)  NORMIX, all available via the Internet.  The analysis reported here was performed using  programs in Sclove (1992).  [This set of programs includes implementations of ISODATA (Ball and Hall 1967) and multivarate normal mixture model clustering,  implemented by the E-M algorithm.]

3.2.3.3.  Results of the Cluster Analysis
A mixture-model cluster analysis was performed on the logs of the machine and manual  white blood cell counts.   That is,  the observation vector  x  was

            x'   =   (x, y)  =   ( log machine WBC,  log manual WBC ) .

Results are in Tables 1 and 2 and Figure 4.   Distribution U corresponds to the "unreliable" cluster;   Distribution R,  to  the "reliable" cluster.   The correlation between the two variables is .98 in Distribution R and only .28 in Distribution U.   If there were higher correlation between the two measurements at the lower level (in Distribution U), one could be calibrated against the other, but such correlation is absent.  The Lab Manager's  rule: "Do a  re-count manually if  x < xo"  needs to be implemented.   Figure 3 illustrates this with a cut-off  xo  = -0.30.  Some analysis is needed to determine a suitable value for a cut-off point  xo .

Table 1.  Results of Mixture Model Cluster Analysis for the WBC Data

x = log(machine WBC),    y = log(manual WBC)

Distribution 1 -- Machine count unreliable (U) ,  

Distribution 2 -- Machine count reliable (R)   

   _________________________________________________________

Numbers allocated to clusters by maximum a posteriori probability:     nU =  6    nR =  55

        Estimates of parameters of the mixture model:

Mixing probabilities:                                                                              pU = .11    pR = .89

           Mean vectors:                             x             y 

                 Distribution 1 (U)           -0.55       -1.50

                 Distribution 2 (R)             0.66        0.64

          Covariance matrices:

               Distribution 1 (U)                    x           y

                                                  x     0.050     0.021   

                                                  y     0.021     0.111     r = +.28,  r2 = .08

              Distribution 2 (R)                     x          y
                                                 x     0.190    0.202    

                                                 y     0.202    0.224      r = +.98,  r2 = .96 

  _________________________________________________________

Table 2.  Estimates of Parameters of Distribution of  x = log(machine WBC)

       _______________________________________________________

       _______________________________________________________

Distribution                         1(U)               2 (R)

______________________________________

Mixing probabilities            .11               .89

   



Means                              -0.55           +0.66

   



Variances                          0.050           0.190

Standard deviations          0.22             0.44

       _______________________________________________________
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Figure 3.  Log manual (y) vs. log machine (x)  white blood cell counts.    A cut-off of -0.30 is  indicated.  (When more than one case falls at a plotting position, the number of cases there is given.)

Figure 4 is a labeling of the points according to maximum a posteriori probability.   This allocation could be used to test for class-conditional normality; however, there are not many points in the "U" cluster.    In Figure 4,  points are labeled  "U" (unreliable) rather than  "R" if   Pr(U|x) > Pr(R|x),   i.e., if  Pr(U|x) > 1/2, or,  equivalently,  posterior odds  Pr(U|x) / Pr(R|x)  > 1.   This value is not necessarily a reasonable cut-off here.  This consideration leads to the decision-analytic approach of the next section.      
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Figure 4.  Log manual count vs. log machine count, with cluster labels corresponding to maximum a posteriori clustering.   R: machine result reliable; U: machine result unreliable. (When more than one case falls at a plotting position, the number of cases there is given;  these are all R's.)

3.2.4.  Decision Risk Analysis

3.2.4.1  Determining the Cut-Off Point by Decision Risk Analysis
Since the Lab Manager's rule is based on the machine result, the quantity xo must be determined from the marginal distribution of  x, the log of the machine WBC.  The marginal distribution is a mixture of univariate normal distributions, estimates of the parameters of which are given in Table 2, copied for convenience from Table 1.

Let   C(d | S)   be the cost of making decision  d  when the true state of Nature is S,  where  S = U or R ,  and  d  =  u  or  r.   Here  S = U  denotes "Machine result unreliable" and S = R denotes "Machine result reliable;"  d  =  u  denotes "Decide machine result is unreliable", and d = r  denotes "Decide machine result is reliable." 

 Refer to  Table 3.  The decision problem is trivial (one of the two decisions should be made, regardless of the data) unless  C(u|U) <  C(r|U)   and  C(r|R) < C(u|R);  these relations are assumed to hold.  Also, it is reasonable to assume that in this problem  C(r|U),  the cost of declaring an unreliable result to be reliable, is much larger than   C(u|R).   The posterior probabilities of the two states R and U, given x, are denoted by   Pr(R|x)  and  Pr(U|x).    The posterior expected cost of Decision u, given  x,  is

E[ C(u| ·) | x ]   =   C(u|U) Pr(U|x)   +   C(u|R) Pr(R|x) .

The posterior expected cost of Decision r,  given  x,  is

E[ C(r | ·) | x ]   =   C (r|U) Pr(U|x)   +  C(r|R) Pr(R|x) .

The minimum posterior expected cost rule is to take Decision u for values of  x  such that

E[ C(u| ·) | x ]   <   E[ C(r | ·) | x ]   .

This inequality is equivalent to one in terms of the posterior odds,  

Pr(U|x) / Pr(R|x)    >   A,

where

A  =   [C(u|R)  -  C(r|R) ] / [ C(r|U)  - C(u|U)].

The constant  A  is the ratio of  regrets   

L(u|R) = C(u|R) - C(r|R)   and  L(r|U) = C(r|U) - C(u|U).

(See Table 3.)   Estimates of the posterior probabilities   Pr(U|x)   and   Pr(R|x)   are tabulated  in  Table 4.    

_______________________________________________________________________________

Table 3.  Cost and Regret Functions                                 __________________________________________________________________

________________________________________________________________________________

3a. Cost Function, C

                                    MACHINE RESULT

                                                               Unreliable (U)       Reliable (R)    

                                                 _______________________________________

                        Unreliable (u)                       C(u|U)              C(u|R)

 DECISION                                             

                       Reliable     (r)                        C(r|U)              C(r|R)  

                                                  _______________________________________
_____________________________________________________________________________

3b. Regret Function, L
                                                                     MACHINE RESULT

                                                             Unreliable (U)           Reliable (R)   

                                             ________________________________________________ 

                     Unreliable (u)          L(u|U)                              L(u|R)

                                                      = C(u|U)-C(u|U) = 0        = C(u|R) - C(r|R)      

 DECISION 

                     Reliable   (r)           L(r|U)                               L(r|R)        

                                                      = C(r|U)-C(u|U)               = C{r|R) - C(r|R) = 0             

                                         __________________________________________________

Table 4.  Posterior Probabilities for Machine vs. Manual WBCs                  ___________________________________________________

               x =                        antilog(x) =

log(machine WBC)       machine WBC                  Pr(U|x)                   Pr(R|x)                                                                                    _______________________________________________________

                -0.50           0.32         0.89         0.11

                -0.49           0.32         0.88         0.12

                -0.48           0.33         0.87         0.13

                -0.47           0.34         0.86         0.14

                -0.46           0.35         0.85         0.15

                -0.45           0.35         0.84         0.16

                -0.44           0.36         0.83         0.17

                -0.43           0.37         0.82         0.18

                -0.42           0.38         0.81         0.19

                -0.41           0.39         0.80         0.20

                -0.40           0.40         0.78         0.22

                -0.39           0.41         0.77         0.23

                -0.38           0.42         0.75         0.25

                -0.37           0.43         0.73         0.27

                -0.36           0.44         0.72         0.28

                -0.35           0.45         0.70         0.30

                -0.34           0.46         0.68         0.32

                -0.33           0.47         0.66         0.34

                -0.32           0.48         0.63         0.37

                -0.31           0.49         0.61         0.39

                -0.30           0.50         0.59         0.41

                -0.29           0.51         0.56         0.44

                -0.28           0.52         0.54         0.46

                -0.27           0.54         0.51         0.49

                -0.26           0.55         0.48         0.52

                -0.25           0.56         0.46         0.54

                -0.24           0.58         0.43         0.57

                -0.23           0.59         0.41         0.59

                -0.22           0.60         0.38         0.62

                -0.21           0.62         0.35         0.65

                -0.20           0.63         0.33         0.67

                -0.19           0.65         0.30         0.70

                -0.18           0.66         0.28         0.72

                -0.17           0.68         0.25         0.75

                -0.16           0.69         0.23         0.77

                -0.15           0.71         0.21         0.79

                -0.14           0.72         0.19         0.81

                -0.13           0.74         0.17         0.83

                -0.12           0.76         0.16         0.84

                -0.11           0.78         0.14         0.86

                -0.10           0.79         0.13         0.87                                                                   

          ________________________________________________________

For example, consider a case where  C(u|R) - C(r|R)  =  C(r|U) - C(u|U),   e.g.,  when  C(u|U) = 0 =  C(r|R),  and   C(u|R) = C(r|U).  Then the constant  A  equals 1, and minimum posterior expected cost classification reduces to maximum posterior probability classification.  In this case  xo  would be estimated as the point where the posterior probabilities are equal.  This approach is seen from Table 4 to give an  xo  at about  x = log(machine WBC) = -0.27,  or  machine WBC =  antilog(-0.27)  =  0.54.  On the other hand, if the ratio A of regrets is 3:1, the cut-off moves up to x = log(machine WBC) = -0.17, or  machine  WBC = 0.68, where Pr(U|x) = .25 and  Pr(R|x) = .75.  

3.2.4.2.   Analytical Solution for xo
Denote by  U  the set of values of  x  for which the minimum posterior expected loss rule yields decision  u  (machine result is unreliable).  Then, writing the p.d.f. of the decision variable as 

 f(x)  =  pU fU(x)  +  pR fR(x),  

we have    

         U  =  {x:  Pr(U|x) / Pr(R|x)  >  A}

              =  {x:  [pU fU(x)/ f(x)] / [pR fR(x)/ f(x)]  >  A}

              =  {x:  pU fU(x) / pR fR(x)  >  A}

              =  {x:   ln pU fU(x) / pR fR(x)  >  ln A} .
With Gaussian distributions having means   U, R  and standard deviations  U, R,  the class-conditional density is 

fc(x)  =  (2c2)-1/2  exp[-(1/2)(x - c)2/c2].

c = U, R.  Straightforward algebra shows that

                               U  =  {x:     +  x  + x2  >   ln A},                                          (1)                                                                                             

where

 = ln (pU /pR)  - ln(U/R) - (1/2)(U2/U2 - R2/R2)  ,

  =  U/U2 - R/R2 ,

and

  =  - (1/2)(1/U2-1/R2).                                   (2)                                      

Thus,  from (1),  U  =  {x:  (-  ln A) +  x  + x2  > 0}.   Let    l1,   l2   (l1 <  l2)  denote the roots of  the quadratic  

                                                           q(x; , A)  =  0,

where            

q(x; , A)    =    (-  ln A) +  x  + x2  .

If    < 0,  then  q( . )  is concave downward, and  U  =  {x:  l1 <  x < l2}.    If    > 0,  then  q( . )  is concave upward, and  U = {x:  x <  l1   or  x > l2}.   Note from (2) that   < 0  iff.  U < R.   Estimates  l1* and  l2* are obtained as the roots of  

q(x;*,A)  =    0 ,

where  * denotes a maximum likelihood estimate.  

Example.   Suppose  that A = 1.   We know from Table 4 that the solution should be about  -0.27.  Let us verify this claim from the quadratic.  The estimates of the coefficients of the quadratic are obtained by substituting the estimates of the mixture-model parameters from Table 2.    These are  * =  -3.30192,  * = -14.4737 and   * = -7.36842.  Thus the quadratic to be solved is 

3.30192 + 14.4737x + 7.36842 x2  =  0.

The roots are approximately  log machine WBC = x = -1.70 and -0.27, that is, l1* = -1.70 and l2* = -0.27.   The corresponding  WBCs are  antilog(-1.70) = 0.02 and antilog(-0.27)  =  0.54.  

The mathematical solution is that the estimate of the set  U  is { x :  -1.70 < x < -0.27 }, that is, take decision  u  (do a manual re-count) if   x   is between -1.70 and -0.27,  i.e.,  if  the machine WBC is between 0.02 and 0.54.   The lower limit 0.02 is below the physically reasonable range, so the practical solution is to do a manual re-count if the machine WBC is below 0.54.  (Eleven of the 61 cases, or 18 percent,  were in this range.)

A similar situation would arise in guessing an adult  person's gender, not being allowed to see or hear the person, and given only their height.   Here the two classes are Male (M) and Female (F).  Normal distributions would be reasonable class-conditional distributions, with M > F  and  M > F.  The region for guessing that the person is a female is  an interval   a < height < b; one guesses that the person is a male if the person is taller than  b  or shorter than  a.    But guessing that a very short person is a male seems unreasonable.  The assumptions of within-gender Gaussian distributions for heights of normal adult humans is reasonable.  The orderings of the parameters are reasonable.  What happens is that with all reasonable values for the prior probabilities and distributional parameters, the number   a  is very small, say less than four feet, so it simply does not come into play.   

It may sometimes be reasonable to fit a model with equal variances in the component distributions.  In this case, the logs of the ratios of posterior probabilities are linear in the decision variable, the decision regions are intervals, and no extra root is introduced by a quadratic entering the problem.  Often it is to be expected, however, that the variances would differ.

3.2.4.3.  Analogy with Logistic Regression
The strategy derived above is to decide  x  arose from U  if   

ln[ Pr(U | x) / Pr(R | x)]  > Const.,

 where  Const. = ln A.   This can be seen to be analogous to logistic regression.  We discuss this now.

 Logistic regression.  Given an event, say F, of special interest, logistic regression models the probability of occurrence of F as a function of explanatory variables x, that is, it models Pr(F | x).   The data in logistic regression are (x, y) pairs, (xi, yi),  for i=1,2,…, n cases.  Here yi is the value of a binary variable Y which is equal to 1 if  F occurs and 0 otherwise.  (Here of course the symbols x and y are used in a generic sense, not as the log machine and log manual counts in the example.)

Now, given  p  (0 < p < 1), the fraction  p/(1-p) is the odds.  The   logit  is defined as the log odds:  logit p  =  ln[p/(1-p)].   Solving logit p = t for  p  gives  p  =  et/(1 + et)  =  1/(1+ e-t) , a logistic function.  Also,  q = 1-p = 1/(1+ et).   

If   px = Pr(F | x),  then  logit px  =  ln{ Pr(F | x) / [1-Pr(F | x)]}.   The function  logit px  is modeled in terms of a linear function of x, as    ln{ Pr(F | x) / [1-Pr(F | x)]}   =      + 'x.  

The analogy.    If the event   F s is U,  then  px = Pr(U | x),    1 - px  =  1 - Pr(U | x)  =  Pr(R | x),  and  logit px  =  ln[Pr(U | x) / Pr(R | x)].   Further, we have 

                          ln [ Pr(U | x) / Pr(R | x) ]  =   q(x),                                         (3)

where 

q(x)  =   + 'x  =    +   x   +   x2 ,

where  '   =   ()  and   x'  =  (x,  x2).   Solving (3) for  Pr(U | x)  gives  

                  Pr(U|x)    =   1 / (1 + e-q(x))   =   eq(x) / (1 + eq(x))  .

Note that  this is a logistic function  in  q.  

In logistic regression, the values  yi  of the binary variable are given.  That is, the classifications of the cases are known.  In cluster analysis, we do not have the y's.  Cluster analysis can be considered as estimation of the missing y's.   Mixture-model cluster analysis yields estimates of Pr(Yi = 1 | xi), i = 1,2,…, n.  

Behavior of the logistic function in this application.  The function   Pr(U|x)  is the conditional probability that    x  arose from the  U  rather than the  R  distribution; it may be thought of as the probability that  x  is unreliable.   It is reasonable that this probability should be high for small values of x and be decreasing in x.   This property holds.  For, note that over a reasonable range of  x  we  shall be dealing with the left half of the convex parabola given by q(x) -- convex because  is positive.    That is, over this range q(x) will be decreasing in x, and so also the function  Pr(U|x)  will be decreasing in  x.    Thus, even though this reasonable feature has not been built into the mixture model for the problem, it emerges in the solution.  

The constant A, the cut-off point on the odds scale  (ln A is the cut-off point on the logit scale), depends upon various costs; let us analyze these a bit further.  

3.2.4.4.  Analysis of Costs 

We have A  =   [C(u|R)  -  C(r|R) ] / [ C(r|U)  - C(u|U)], a function of the relative costs of different types of error.    It may be difficult to make the consequences of the different types of error commensurable, let alone reduce them to monetary values.  It would seem, however, that one could argue that  C(u|U)  and  C(u|R)  involve mainly the cost of a repeat manual determination, about 7 $US, while  C(r|U)  includes the cost of potential delayed diagnosis or mis-diagnosis.  More precisely, let  

· ca  be the cost of obtaining a count automatically, by machine  

· ct  be the cost of obtaining a count manually, by a lab technician, about 7 $US.     

· cm  be the average cost of a misdiagnosis.   

Then it stands to reason that    cm  >>   ct   >>  ca.    We have  

· C(r|R)  =  ca, 

· C(u|R)  = ca +  ct  

· C(u|U) =   ca +  ct    

· C(r|U)  = ca +   cm  .   

The cost  ca   is a  sunk cost  appearing in all of these; it will cancel out of the solution.  The nonzero regrets are  L(u|R)  and  L(r|U) .  The first is  

L(u|R)  =  C(u|R)  - C(r|R)  =  ( ca +  ct  )  -  ca  =  ct  , 

the cost of paying for a tech's time in addition to machine cost, rather than just machine cost.  The second is    

L(r|U)  =  C(r|U)  -  C(u|U)  =  ( ca +   cm ) -   ( ca +  ct )  = cm - ct ,  

 the cost of misdiagnosis, rather than just tech time.  The constant  A  is thus  

A  =  L(u|R) / L(r|U)  =  ct / (cm - ct)   =   1 / [( cm / ct)  - 1].

Thus this ratio A  of regrets depends upon the costs only through the ratio   cm/ct .   The ratio A  is decreasing in the ratio  cm / ct  and tends to 0 as  cm / ct    becomes larger and larger.  If  cm / ct  is very large, the decision will almost always be  u, that is, do a manual re-count.  

3.2.5.  Conclusions and Discussion

3.2.5.1  Conclusions  

The question,  "What is the lower limit of machine accuracy?" was considered.  In answering the question it became clear that a perhaps more relevant question is:  "When 'should' a manual re-count of a machine count be made?"  An answer was obtained by fitting a mixture of two distributions, one distribution where machine and manual results are in statistical agreement, and another where they are not in statistical agreement.  A machine count should be repeated manually if the estimate of   Pr(R | machine count), obtained using estimates from the finite-mixture model cluster analysis, is small.  How small should depend upon the costs attendant to the problem.  

The Lab Manager told the lab technicians to repeat manually any machine result which came out less than  1,   i.e., machine WBC < 1.  (This corresponds to  x = log machine WBC  <  0.)   This advice may have been given just because 1 is easy to remember.  Note, however, that this strategy is consistent with an appropriately high value of  C(r|U),  the cost of deciding that an unreliable measurement is reliable.  

3.2.5.2.   Discussion

The plan of the experiment involved obtaining both machine and manual counts for a number of blood samples.  The logarithms,  x = log machine count and y = log manual count, were analyzed as a  sample from a mixture of two Gaussian distributions.  An alternative method would be to consider an analysis of the difference, x - y, but the problem of estimating the distribution of the decision variable  x  alone would remain.  

The procedure developed here can be utilized whenever there is a new method that needs to be checked against a standard method, and a suitable number of pairs of determinations can be made.  The procedure can be used also when there is an upper limit to machine accuracy.  When there are both lower and upper limits on the accuracy, a three-component mixture can be used. 

Another alternative method is segmented regression, fitting two regimes when there is a lower limit on the accuracy, and three when there are both lower and upper limits on the accuracy.  However, segmented regression does not permit the same straightforward incorporation of misclassification probabilities and costs as does the combination of cluster analysis and decision risk analysis presented here.  

More generally, the clustering method can be used when several variables are measured, that is,  when the observations  are vectors  x  and  y consisting of numerical measurements resulting from several medical tests.     The method can of course be used also for analogous situations other than medical.                         

3.3.  MAXIMUM LIKELIHOOD ESTIMATION
The p.d.f. is 

f(x)   =   1 f1(x)  +  2 f2(x)  +  .  .  .  +  KfK(x) .
The parameters are  '  = (K),  where kk  =   1,  and  K] , where  k' = (1k  2k . . .  mk),   m  being the number of distributional parameters for each component distribution. 

________________________________________________________________________________ 

Example.  The number of components K = 2,  p = 1, with Gaussian components, so  m  = 2.  We have '  =  (withand   ],  where   1' = (11  21 )  =  (,   2' = (2  2) . 

________________________________________________________________________________


The likelihood  L  is   i=1,2,…,n  f(xi) .   The log likelihood is  

ln L  =  i=1,2,…,n  ln f(xi). 

The likelihood  L  is a function of the variables   and  ;   the values of the observations are fixed at   x1, . . . , xn  .    To emphasize that the quantities   and  are variables (and not parameters), at this point we denote them by     and     (The parameters are fixed, but unknown,  quantities, indexing the family of distributions under consideration. ) 

To use a Lagrange multiplier    to incorporate the condition on the mixture probabilities, define  G()  =  ln L  +  [1-(1* + . . . + K*)].    We have 

dG/dk*  
=   d/dk*  ln L  +  [1-(1* + . . . + K*)].    

 
=  d/dk*  ln L  + d/dk [1-(1* + . . . + K*)].    

  
=  d/dk* i=1,2,…,n  ln f(xi)   +  d/dk  [1-(1* + . . . + K*)].    

  
=  i=1,2,…,n  d/dk* ln f(xi)  -    

=  i=1,2,…,n  d/dk* ln f(xi)  -    

=  i=1,2,…,n d/dk*  fki/ fi  -   

  
=  i=1,2,…,n   (1/k*)k* fki/ fi  -    

  
=  (1/k*) i=1,2,…,n   k* fki/ fi  -   

   
=  (1/k*) i=1,2,…,n    p(k|i)  -   = 0.

Thus, i=1,2,…,n    p(k|i)  = k*   for  k = 1,2,…,K.   Summing this over  k,  we have 

k=1,2,…,K  i=1,2,…,n   p(k|i)  = k=1,2,…,K  k*   = 1 =  

or
i=1,2,…,n  k=1,2,…,K  p(k|i)  = ori=1,2,…,n  1   = or  n = 

Thus,

(1/k*) i=1,2,…,n    p(k|i)  =  n, 

or   

(1/n) i=1,2,…,n    p(k|i)  =  k*,     
[image: image2.wmf]  

so  the MLE of k*  is   i=1,2,…,n   [MLE of p(k|i)] / n .  

Note that  p(k|i)  involves  and  .   So the solution will be iterative:  Initial values of the mixing probabilities and distributional parameters are set.  Then the posterior probabilities are calculated, then the estimate of  is updated, then the posterior probabilities will be recalculated, etc., continuing until there is no appreciable change in the estimates from one iteration to the next.

Next we differentiate with respect to jk.  

dG/djk*         =     d/djk* { ln L  +  [1-(1 + . . . + K)]}    

  

=    d/djk*  ln L  + d/djk*  [1-(1 + . . . + K)]     

              

=    d/djk*  i=1,2,…,n  ln f(xi)   +  0    


  

=    i=1,2,…,n  d/djk*   ln f(xi)  


  

=    i=1,2,…,n   [ d/djk*   f(xi) ] / f(xi)

  

=    i=1,2,…,n {[ d/djk* [ 1 f1(xi)  +  2f2(xi)  +  .  .  .  +  KfK(xi)]} / f(xi)

 

 =   i=1,2,…,n  {d/djk* [kfk(xi)] } / f(xi) ,

or 

(*)  
 dG/djk*   =   i=1,2,…,n  k  { d/djk* [fk(xi)]} / f(xi)

Note that to this point no specification of class-conditional distributions has been made.  

When these distributions are Normal or in another exponential family, further simplifications can be made.   

Now suppose  fk(x)  is  of the form    

fk(x)   =   A(k)B(x) exp [ 1kT1(x) + 2kT2(x) ] ,

where  k  =   (1k   2k) .  We then say that the distribution is in a two-parameter exponential family.  

Then, going back to expression (*), with    we have  

 d/djk* [fk(xi)]  =  d/djk* { A(k*) B(x) exp [ 1k* T1(x)  + 2k* T2(x) ]}  

 =  d uv /djk*   =  (du / djk*) (v)   +  ( u ) (dv / djk*)

 =   [d A(k*) / djk* ] {B(x) exp [ 1kT1(xi) + 2kT2(xi) ]} 

     +   A(k*) B(xi) { d/djk* exp [ 1kT1(xi) + 2kT2(xi) ]} 

=   [d A(k*) / djk* ] {B(xi) exp [ 1kT1(xi) + 2kT2(xi) ]} 

     +   A(k*) B(xi) {exp [ 1kT1(xi) + 2kT2(xi) ]} d/djk*[ 1kT1(xi) + 2kT2(xi)]

=   [d A(k*) / djk* ] {B(xi) exp [ 1kT1(xi) + 2kT2(xi) ]} 

        +   A(k*) B(xi) {exp [ 1kT1(xi) + 2kT2(xi) ]} d/djk*[ jk* Tj(xi)]

=   [d A(k*) / djk* ] {B(xi) exp [ 1kT1(xi) + 2kT2(xi) ]} 

        +   A(k*) B(xi) {exp[1kT1(xi) + 2kT2(xi) ] } [ Tj(xi)] 

=     [d A(k*) / djk* ] fk(xi)/A(k*)  +   fk(xi)  Tj(xi) .

=    {[d A(k*) / djk* ] /A(k*)  +   Tj(xi) } fk(xi)  , 

or 

d/djk* [fk(xi)]  =    {[d ln A(k*) / djk* ]   +   Tj(xi)} fk(xi)    .

Now  (*)  becomes 

(*)    dG/djk*   =     i=1,2,…,n  k  { d/djk* [fk(xi)]} / f(xi)

 =     i=1,2,…,n  {[d ln A(k*) / djk* ]   +   Tj(xi)} k  fk(xi)  / f(xi)

 =     i=1,2,…,n  {[d ln A(k*) / djk* ]   +   Tj(xi)} p(k | i )  .
Setting this equal to 0 and simplifying gives the (j,k)-th equation to be solved, j = 1,…,m,  k = 1,…, K, viz.,   

i=1,2,…,n  {[d ln A(k*) / djk* ]  p(k | i )   =    -  i=1,2,…,n    Tj(xi)} p(k | i )  . 

Often,   A()  takes the form  exp[D()],   so this becomes simply

i=1,2,…,n  {[d D(k*) / djk* ]  p(k | i )   =    -  i=1,2,…,n    Tj(xi)} p(k | i )  .

_____________________________________________________________________________
Example.  Consider the situation with  p = 1, K = 2,  with Gaussian components.  Let us work in terms of the means and variances rather than the parameters  jk  of the representation as an exponential family.  We have 

dG/dk   =   d/dk* ln L  +  [1-(1 + . . . + K)]}    

  =  d/dkl* ln L  + d/dk  [1-(1 + . . . + K)]     

              =  d/dk * i=1,2,…,n  ln f(xi)   +  d/dk  [1-(1 + . . . + K)]    

 
 =  d/dk* i=1,2,…,n  ln f(xi)   +    0 


  =   i=1,2,…,n  d/dk*   ln f(xi)  


  =   i=1,2,…,n   [ d/dk*   f(xi) ] / f(xi)

  =   i=1,2,…,n {[ d/dk* [ 1 f1(xi)  +  2f2(xi)  +  .  .  .  +  KfK(xi)]} / f(xi)

  =   i=1,2,…,n  {d/dk* [kfk(xi)] } / f(xi)

  =   i=1,2,…,n  k  [∂/∂k* [fk(xi)]} / f(xi)    

Further steps give 

   

k*    =   i=1,2,…,n    p(k | i) xi  /   i=1,2,…, n    p(k | i) . 

Similarly,  

 

k2*    =   i=1,2,…,n    p(k | i) (xi - k* )2  /   i=1,2,…, n    p(k | i) . 

This is for the univariate case; the steps should be repeated for the multivariate case.  

_____________________________________________________________________________
To carry out the steps for a multivariate exponential family, one should note the form, 

fk(x)   =   A(1k,2k)B(x) exp [ 1k' t1(x) +   (t2(x))' k t2(x) ] ,

where  x  is  p x 1,  t1(x)  is p x 1,  t2(x)  is p x 1 , and  k  is p x p.  

______________________________________________________________________________

Example.  The multinormal p.d.f. can be written as 

f(x)  =  (2-p/2 | -1/2 exp [ (-1/2) D2(x,) ]  ,

where  

D2(x,)  =  (x-'-1  (x - )  =   x'-1 x  - 2-1 x  +  '-1 .
______________________________________________________________________________

3.4.  MAXIMIZING THE LIKELIHOOD

In general, there is no simple closed form solution to the likelihood equations.  Iterative numerical methods are used.   These include Newton Raphson for each parameter separately and conjugate gradient and steepest descent methods.

A method which is interpretable in statistical terms is the  EM algorithm.  

3.4.1.  The EM Algorithm in General

The EM algorithm is a method of maximum likelihood estimation which alternates between two sets of estimands, distributional parameters on the one hand and missing data on the other.   In applying the EM algorithm to the FMM, the labels are treated as missing data.  

It is illustrative to consider first the EM algorithm for an ordinary missing data situation.  It is assumed that the data are missing at random, that is, the fact that they are missing is not related to their values.  (When the data are not missing at random, it is often helpful to define two classes of data, missing and non-missing,  as two levels of a factor in an ANOVA.  Here is it assumed that you have partial vectors for "missing" cases.)

The EM algorithm has two steps, Estimation and Maximization.  Maximization is sometimes called Prediction -- prediction of missing data.  The Estimation step refers to estimation of distributional parameters.  The Prediction step is the prediction of missing data based on those parameter estimates. 

3.4.2.  EM for FMM 

Prediction step.  If we think of i as (z1i, z2i, . . . , zKi),  where  zki  = 1 if  xi came from k and 0 otherwise, then E[ Zki | xi,]  =  p(k|i) and  E[ Zki | xi, ^]  =  p*(k|i)   .  If we knew the values of the  zki, we could easily form estimates  mk = izki xii / i  zki.  Substituting the estimated conditional mean of  zki  yields the same expression as the MLE.  

APPENDIX TO CHAPTER 3

Notes on Lagrange Multipliers

(This is adapted from Problem 21, Chapter 17, p. 696 of Lynn Loomis, Calculus, Addison-Wesley, Reading, MA, 1974.)

Notation.     The boldface variable  x is a vector;  f  and  g  are scalar functions of  x. The dot product (inner product) of vectors  u  and  v  is denoted by  u'v or  <  u, v >.   The null vector is denoted by  0 . The gradient of  f(x), denoted by  grad f(x),  is the vector of partials of  f  with respect to the elements of  x.

PROBLEM:  Maximize f(x) subject to x in S, where S = {x: g(x) = 0}.

Remark.  This is called "maximizing f subject to the side condition (or constraint) g(x) = 0."

LEMMA.  Suppose f attains its maximum on S at a point x* not on the

boundary of S. Then

grad f(x*) = k grad g(x*)

for some constant k.

THEOREM. A point x* where f(x) has its maximum value on the surface g(x) = 0 satisfies  g(x*) = 0  and  grad (f - kg)(x*) = 0 for some constant k.

REMARK. The application of the theorem is in maximizing f(x) subject to the "constraint" g(x) = 0. One forms the function

f(x) - k g(x),

takes its partial derivatives with respect to the elements of x, sets them equal to zero. One then solves the resulting equations, together with the equation g(x) = 0.

PROOF OF LEMMA.    Let   x = P(t)   be any path lying in S and passing through x*: x* = P(t*) for some t*.   Then  f[P(t)]  has its maximum at t* and its derivative must be zero there.   The chain rule gives

dx/dt = <grad f, P'(t)> .

Since dx/dt = 0 vector at x*, <grad f(x*), P'(t*)> = 0, so grad f(x*) is orthogonal to P'(t*), i.e., grad f(x*) is perpendicular to the path at x*. Therefore  grad f(x*) lies in the direction normal to S at x*. But grad g(x*) is normal to S at x*. Therefore grad f(x*) and grad g(x*) are parallel, i.e., there exists a constant k such that grad f(x*) = k grad g(x*) .

PROOF OF THEOREM.

grad f = k grad g
iff. grad f  =  k grad g = 0 

iff. grad (f-kg) = 0  .

C H A P T E R  4

Some Points of 

Theory and History
Finite Mixture Model

We have been discussing the Finite Mixture Model.  "Finite" means a mixture of  K  distributions,  where  K  is a positive integer.    What would be the meaning of an infinite mixture?    Consider a family of distributions with densities f(x,) indexed by a parameter .  Suppose there is a distribution over , given by the p.d.f. f().  Then the mixture of  f(x,)   is   ∫ f(x,) f()d.

Example.  Gamma mixture of Poissons

4.1.  CONNECTION WITH CLASSIFICATION AND DISCRIMINATION

4.1.1.  Review of Classification

In the classification problem, cases are to be classified into one of  K   pre-specified populations.  

Populations 


1
2   
.
.
.
K
Probability density functions
f1
f2   
.
.
.
fK
Prior probabilities








p.d.f. of new cases to be  classified

f(x)   =   1 f1(x)  +  2 f2(x)  +  .  .  .  +  K fK(x)

A new case comes from population  k  with probability pk .  This is exactly the mixture p.d.f.      

Classification
The densities are known 

or there is a training dataset from which they can be estimated.  

Cluster Analysis    The densities are unknown and there is no training dataset.

4.2.    LIKELIHOODS:  CLASSIFICATION AND MIXTURE

If the labels are considered as given rather than random, a different likelihood results.  It is less tractable in the sense that each case gives rise to a parameter.  

4.3.
K-MEANS AND ISODATA

ISODATA (Ball and Hall 1967)  

· Choose  K  seed points.  

· Assign each case to that seed to which it is closest.  

· Update seeds.

· Continue until no case changes cluster.  

K-Means  (MacQueen 1967)  

This method is similar to ISODATA but a seed points is updated as soon as a case is assigned to its cluster.  

Maximum likelihood interpretation in terms of classification likelihood

Concept of a mixture  (Fleiss & Zubin)

Mixture likelihood

Gaussian Components

· Estimating labels if you knew the distributional parameters

· Estimating the distributional parameters and the labels simultaneously

Estimating K;   Model-selection criteria

4.4.    IDENTIFIABILITY

4.4.1.  Identifiability Defined

The parameter of a family  of distributions is said to be  identifiable if any two different parameter values lead to different distributions.   That is  1 different from   2 implies g(x;1) different from  g(x;2), or, equivalently,  g(x; 1 )  =   g(x; 2 )    implies 1 =  2.  

4.4.2.  Identifiability and Non-Identifiability of Normal Mixtures

Univariate normal mixtures, even with different variances, are identifiable, but this does not go through for general multivariate normal mixtures.  Mixtures of multinormals with common covariance matrix are identifiable, but general multinormal mixtures are not identifiable without further constraints.  For example, if in the bivariate case one of the distributions is specified to have negative correlation, while the other K-1 have positive correlation, this might imply identifiability.

I think what has enabled me to use the algorithm even with different covariance matrices is knowing  from data plots  a lot about the locations and orientations of the clusters, and using starting points that reflect this info.  

C H A P T E R  5

Time Series Segmentation

5.1.
TIME SERIES 

5.1.1.  Time-Series

Time-ordered data are data recorded along a time continuum.  A time-series consists of time-ordered data recorded at equally spaced time intervals.  Much of what we discuss here applies to time-ordered data and does not require the additional structure of a time-series.  

Time-series data are triggered by time; time-ordered data are event-triggered.  

Segmentation of time-ordered data refers to the division of the time axis into epochs (time intervals) within which the behavior of the series is relatively homogeneous.  The conceptual model includes a notion of states or classes of within-epoch behavior.  The number of states should be much smaller than the number of epochs.  Consider the analysis of macroeconomic data.  Economists use the terms recession, depression, recovery, and expansion to describe states of the economy.    These are four states.  If we analyze,  for example, suitably differenced quarterly GDP over several decades, we might find a number of epochs, fit by two or three such states.  Analyzing a mixed second difference (which may be viewed as a kind of acceleration of the economy), Sclove (19??, 19??) had findings like this.     

We shall eventually focus on fitting a model to the states.  However, we can first consider fitting the epochs.  

One way to deal with time would be to cluster the observations using a distance between cases which incorporates time, such as 

d2(xt , xu)  =  (xt - xu)2 + c(t - u)2 .

Example.  If   c = 1/10000, then  

d2(xt , xu)  =  (xt - xu)2 +  (t - u)2/10000   =  (xt-- xu)2 + [(t - u)/100]2  .

If  xt = 5 and  xu  =  -1, then  

d2(xt , xu)  = (xt - xu)2 +  [(t - u)/100]2  =  36 + [(t - u)/100]2  .

If   t = 1 and u = 2,   this is  36 + 1/10000 = 36.0001.  If  t = 100 and u = 600, it is 36 + 52 = 36 + 25 = 61  > > 36.0001 .  Whether or not  xt   and  xu are clustered together will depend not only upon their values but also upon how far away they are in time.   Using an algorithm with this distance will pick out epochs, periods of time when the observations are close in value.     

 5.1.2.  From FMM to HMM

Where we've been

We started with Classification

Review of Classification

In the classification problem, cases are to be classified into one of  K   pre-specified populations.  

Populations 


1
2   
.
.
.
K
Probability density functions
f1
f2   
.
.
.
fK
Prior probabilities








p.d.f. of new cases to be  classified

f(x)   =   1 f1(x)  +  2 f2(x)  +  .  .  .  +  K fK(x)

A new case comes from population  k  with probability pk .  This is exactly the mixture p.d.f.      

Classification
The densities are known 

or there is a training dataset from which they can be estimated.  

We continued with Cluster Analysis    

Cluster Analysis

The densities are unknown and there is no training dataset.

We now go on to problems with time-ordered data.  The mixture probabilities will become state-transition probabilities.  

Focusing on the states, we use a model with K  states, with transition probabilities between them.  The mixing probabilities of the FMM become the transition probabilities between states.  

5.2.
TIME SERIES SEGMENTATION


Examples:  GDP, crude oil nearest-month futures prices

The Model

The Likelihood

Log Likelihood and Distances on a Trellis

Algorithms


Greedy Algorithm


Viterbi Algorithm

Viterbi Algorithm


application of dynamic programming to the problem of maximizing the HMM likelihood 

5.3.
IMAGE SEGMENTATION


Example:  fMRI


Example:  LANDSAT Data
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Figure.  Voxels of a brain classified into types (incl. grey matter and bone) in an fMRI experiment
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Review 

and 

Recapitulation
Statistical Distance

· Review of Euclidean Distance

· Shortcomings of Euclidean Distance

· Derivation of Statistical Distance

· Expressing Covariance Matrix in terms of correlation matrix and diagonal matrix of reciprocal standard deviations; z scores 

Partitioning (non-hierarchical clustering)

· ISODATA and K-Means

· Need for a model
· iterative maximum likelihood estimation in terms of the classification likelihood

· This suggests modifications  (metric considerations).

FMM   (Finite Mixture Model)

· corresponds to classification of new cases in the discrimination model

· has fewer parameters than the classification model

· estimating the labels if you knew the distributional parameters

HMMs  (Hidden Markov Models), esp. time-series segmentation

· mixing probabilities become transition probabilities between states

DIP   (Digital Image Processing):  Image Segmentation

· The states are objects in the image  (e.g., trees, grass, house)

· The  transition probabilities between states pick up spatial correlation (no corn in the wheat field, thank you !) 

3D Image Processing

· esp., segmentation 
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