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Thursday, 24-April-2003:

In our consideration of economic and financial time series several models have been discussed.  In these notes some of these will be listed and algorithms for estimation will be proposed.   The notes will progress from simple to more complicated models.  The simplest model for the error variance is used; ARCH and GARCH models can be combined with the listed models, but we do not do this now. 

Denote the series to be analyzed by  { yt ,  t = 1,2, . . . , n } .   In most of what follows, this will be a time series.  The the index  t  denotes the instant of time at which the observation was made, or the period of time during which it was made.  The series may be an observed series or a series derived from an observed series. 

_____________________________________________________________________________ 

Examples.  

(i)  Let   {xt}  be an observed price series of a stock, and let  

yt  =  ln xt - ln xt-1.  

Then  yt  is the continuous rate of return ( ROR ) of {xt}. (cont.ROR)    

(ii)   Let  GNPt be, say, quarterly GNP. (GNP)  Then

yt  =   ln GNPt   =  ln GNPt - lnGNPt-1 ,

 may be considered as the velocity of the economy.   Similarly,   

 ln GNPt  =   ln GNPt)  

=    ( ln GNPt - lnGNPt-1 )  -  ( ln GNPt-1 - lnGNPt-2)  

=    ln GNPt - 2 lnGNPt-1 + ln GNPt-2

may be considered as the acceleration of the economy. Sometimes such differences will be seasonal,  such as   ln GNPt - ln GNPt-4 ,  or mixed seasonal and non-seasonal  such as 

( ln GNPt - lnGNPt-4 )  -  ( ln GNPt-1 - ln GNPt-5)  

 =   ( ln GNPt - lnGNPt-1 )  -  ( ln GNPt-4  -  ln GNPt-5)  .  _____________________________________________________________________________   

In other cases the dataset may not be a time series, but a set of observations resulting from a random sample.   In this situation, the index  t  relates to the instance of observation, or the case.  

Multivariate data

The random variable  yt  may be a vector, but it suffices to consider it as a scalar to develop most of the ideas.   When it is a vector, we denote its dimension by  p ,  although that is an overworked symbol.  

LABELING MODELS

Labels

Many datasets consist of cases from several, say K,  groups.  Then there are several variables which are measurements,  plus an additional variable which is a "label," a categorical variable taking values 1, 2, . . . , K, telling which group each case is from.  This variable can be replaced by K indicator variables.    So,  suppose that at  instance   t  there is not only  yt  but also a label  zt  which indicates the label, or state, 1, 2, . . ., or K.   We write zt  as   

ztT  =   ( z1t   z2t  . . .  zKt ) .
(The notation   vT  denotes the transpose of the vector  v.)     We write the whole observation set as  

{ xt ,  t = 1,2, . . . , n }, 

where

xtT  =  (  y t ztT  

Sometimes it will be more convenient to indicate the states with  scalar variables  st = 1, 2, . . ., K  such that   zkt = 1 if  st = k  and  = 0 otherwise, that is, 

st = k   iff.   ztT  =  (0  0  . . . 0  1  0  . . . 0)  

with the  1  in the k-th position.

_____________________________________________________________________________  

Example.  The iris dataset (Anderson 1935,1936, Fisher 1936), often used as an example, consists of four variables,  measurements of each of 50 flowers from each of three species of iris.  The "labels" are the three species names.

_____________________________________________________________________________

Hidden labels

In the situations to be considered here, the label is not given.  So suppose that at  time  t  there is not only  yt  but also an unobserved ("hidden") label  zt  which indicates the state, 1, 2, . . ., or K.   We write zt  as   

ztT  =   ( z1t   z2t  . . .  zKt ) .
(The notation   vT  denotes the transpose of the vector  v.)     We write the whole process as  

{ xt ,  t = 1,2, . . . , n }, 

where

xtT  =  (  y t ztT  

Sometimes it will be more convenient to indicate the states with scalar variables  

st = 1, 2, . . ., K

such that   zkt = 1 if  st = k  and  = 0 otherwise, that is,

st = k   iff.   ztT  =  (0  0  . . . 0  1  0  . . . 0)  

with the  1  in the k-th position.

K-MEANS MODEL

We begin with a simple model that is not necessarily a time-series model.   Suppose we have 

yt  =  t  + t ,
where  each  t     is equal to  M1, M2, or . . . or MK,   these Mk  being unknown parameters to be estimated.  The mean t  of case t  is M(st).  If  st = k, then  t  =  M(st)  = Mk .  In the simplest case, {t} is Gaussian white noise; in other cases, the variance can be allowed to vary with the mean.   This is a specific model, but the accompanying algorithms to follow are proposed not as model-based but rather as general and heuristic.    

In the K-means model, we can use the K-means procedure (MacQueen 1967), or the similar ISODATA (Ball and Hall 1967) procedure.  These are not model-based but do have some interpretation in terms of Gaussian models. (K-means interp) 

ISODATA 

· Choose  K  seed points (initial estimates of the means).  

· Assign each case to that seed to which it is closest.  

· Update seeds, replacing the k-th seed with the mean of the cases assigned to cluster k.

· Continue until no case changes cluster.  

The K-Means algorithm is similar to ISODATA but the seed points are updated as you go along, rather than waiting until looping through all the data.  These algorithms use a minimum-distance assignment:   yt   is assigned to cluster  k*,  that is,  st* =  k*,  if (arg min)  

k*  =  arg min { (yt - Mk)2 , k = 1,2, . . ., K }.  

(Given a parameter   ,  we denote an estimate of it by  *).  The estimate Mk*  of the mean  Mk  is then just the average of those cases assigned to group k.   Another way to think of this is that the estimate zt*  =   (z1t*  z2t*   . . .  zKt*)T  of   zt   is  

(0  0  . . .  0  1  0  . . . 0 )T, 

where the  1  is in position k*.    Then the estimate of  Mk   can be written as  (reg)  

k*  =  {t=1,…,n} zkt* yt   / {t=1,…,n} zkt*.

Let's write the algorithm more precisely.  To do this, let  Mk (m)   denote the estimate of   Mk  at iteration number m.    

ISODATA

INITIALIZATION (FN: Alt init)
Mk(0),  k = 1, . . ., K

ITERATION

· st(m+1)  =   arg min{ ( yt - Mk(m) )2,  k=1,…,K },  zk (m+1) = 1 if  st(m+1)  =  k  and = 0 otherwise

· Mk(m+1)  =  {t=1,…,n} zkt(m+1) yt  / {t=1,…,n} zkt(m+1)  

     
 =  t=1,...,n{t:  st(m+1) =k} yt   / t=1,...,n{t:  st(m+1) =k}, 

Note that zkt =  {t: st =k},  where  I(A)  is the indicator function of the set A.  Also,    {t=1,…,n}zkt(m+1)   =  t=1,...,n{t:  st(m+1) =k} =  #{t:  st(m+1) = k}= nk(m+1), say.  

CONVERGENCE

(C1)   st(m+1)  =  st(m) ,  t = 1, 2, . . ., n  

or, 

(C2)  for all  k = 1,2,…, K,   |(Mk(m+1)  - Mk(m) ) / Mk(m)  |  <  tol .

Remarks.  (C1)  states that all the state estimates stay the same in two successive iterations.  We might not want to insist on that if  n  is very large.  So, we use also (C2),  where  tol  is some small prescribed tolerance, say, one percent, that is,  .01.    Some programmers might also use (C3):  Stop if  the number of iterations m > mmax, where mmax might be, say, 200.  

The squared  norm ( yt - Mk(m) )2   can be modified.  For example, the squared deviation could be divided by an estimate of the k-th variance.  In the multivariate case a statistical (Mahalanobis) distance can be used.  But then the within-groups covariance matrix should be used, and the groups are being formed by the algorithm itself.  Clearly the covariance matrix (or matrices) needs to be updated at each stage as well.  These considerations indicate the need for a model-based approach. Viewed in terms of an appropriate model for the problem, especially the Gaussian mixture model of the next section, the estimates provided by K-means are biased (Bryant 1991); in particular, the corresponding variance estimates are downwardly biased (too small on the average).  
FINITE MIXTURE MODEL

The finite mixture model  (FMM) provides a model-based approach.  Conceptually, the sample is considered as coming from a mixture of populations rather than a single population. (partitioning)  The probability density function (p.d.f.)  in the FMM  is  

f( yt)  =  1  f1( yt)  +  2  f2 (yt )  +  ·  ·  ·   + K  f K (yt ) ,

where the k are mixing probabilities, adding to 1.    The fk  are the component densities (or simply components).   The relation with the preceding is that (pdf notation) 

f k (yt )  =  f  (yt | st = k)  .  

The parameters are  



where  = (K),   k > 0,  k  =   1,  and  K] , where  k   = (k1  k2 . . .  kq),   q  being the number of distributional parameters for each component distribution.   Often the component densities are from a parametric family, indexed by the parameter .  We write, e.g.,  fk(y)  =  g(y,k).  Often we shall focus on the case where    g(y,)    is  the Gaussian density.  

_____________________________________________________________________________ 

Example.  The number of components is K = 2, the number of variables is  p = 1, with Gaussian components, so  q  = 2.  We have T  =  (withand   ],  where   1T = (11  12 )  =  (,   2T = (21  22 ) =   (2  2) .  (Identifiability)  
_____________________________________________________________________________

The FMM provides a model for cluster analysis.    

The E-M algorithm is a method of iterative maximum likelihood estimation when there are missing data.  The  hidden labels will be treated as missing data.  The E-step is an Expectation step, involving estimation of the missing "data," in this case the  zkt.   The M-step is Maximization of the "complete data likelihood," the likelihood resulting from plugging in the estimates of the missing data.  Since the missing data have been filled in, this step is usually easy, reducing to a standard computation.  In the FMM, the M-step estimates the distributional parameters and the mixing probabilities.  

.  

In the most general setting, the E-step consists of computing the expectation of the log of the complete-data likelihood with respect to the distribution of the missing data Z, given the observed data Y and the current parameter estimates.  In the M-step the resulting function is maximized with respect to the parameters to update the parameter estimates.  

In applying E-M to the FMM, an important role is played by the conditional probabilities  (k | yt ), the "group membership" probabilities.  The probability    (k | yt ) is the probability  that  yt  came from component k.  By Bayes' formula,    

(k | yt )  =  k fk(yt ) / f( yt)  =    k fk(yt ) /  {k=1,…,K} k fk(yt ) .

In the application of the E-M algorithm to the FMM, at any stage of the algorithm, the estimate of a missing datum is its conditional expectation, given the observed data,  with the current estimates substituted for the parameters.  That is, the estimate of  zkt    in the E-step is    E  [Zkt | yt ,]  .  The estimate of the mean of component  k  in the M-step is  

k*   =  E  [Zkt | yt ,]  yt /  E  [Zkt | yt ,]     = (k| yt)  yt  /  (k| yt)   

where   (k | yt)  is the estimate of  (k | yt ) .    The estimation of the variances is analogous to this.

The probabilities are estimated as  

*(k | yt)  =  k * fk*(yt ) / f*( yt) ,

where

k *   =   {t=1,...,n}*(k | yt)  .

The circular nature of these formulas is apparent.   It is helpful to be more precise and describe the algorithm in stages, the (m+1)-st stage in terms of the m-th.  

E-M Algorithm for Gaussian FMM

INITIALIZATION

Mk(0) ,  k2](0) ,   k (0),   k = 1, . . ., K
ITERATION

E-step

mk | yt)    =    km) fk(m)(yt)  /  f(m)(yt)  ,  where  f(m)(yt)    =  kK} km) fk(m)(yt)    

M-step 

· k (m+1)    =    {t=1,...,n}(m)(k | yt) / n
· Mk(m+1)   =    tn mk | yt) yt  /   k (m+1)    

· k2](m+1)   =    tn mk | yt)( yt  - Mk(m+1))2 /   k (m+1)    

CONVERGENCE

Stop when,  for each parameter ,   |m) - (m-1)| / (m-1)  < .01 , for example, or when some maximum number of iterations (say 150) is reached.  (conv)
A hybrid algorithm.   Suppose in K-means or ISODATA we take  kt*  to be given by sampling from the point multinomial   

1z1t  2 z2t  . . . K zKt.
where  k  =  (k| yt)  .   Then  the estimate  k *  is in terms of random  Zkt*   rather than fixed zkt*:   

k *  =  Zkt*yt  /  Zkt*  .

This is a Monte Carlo K-means algorithm.  It is not particularly sensible, in that it requires the (k| yt), and if you're going to compute these for the simulation, you might as well plug them into the E-M estimate.  But it might still be interesting to see how it performs because its analog may be useful in more complicated models to follow.  Chan and Ledolter (1995) may have some results bearing on the performance of this Monte Carlo algorithm.    A simulation experiment would be interesting.  Maybe BUGS (Bayesian inference Using Gibbs Sampling), developed at Cambridge University, could be used for such a project.  Link to   www.mrc-bsu.cam.ac.uk/bugs/ .  

==========================================================================

Continue here at 2:30 p.m. on Thursday, 15-May-2003 (Yu Chen speaking):

MEAN-SWITCHING MODEL

Suppose as with the K-Means model we have 

yt  =  t  + t ,
where  each  t  = M(st)   = M1, M2, . . . , or MK,  these  Mk  being unknown  parameters to be estimated.  But now suppose that there is a first-order Markov process which switches the means (and possibly also the variances).  That is, the process  {zt} is driven by a K-by-K transition probability matrix 

T    =   [ j,k  ] j=1,…,K ; k=1,…,K ,

where the transition probabilities  j,k   are  Pr{zkt = 1 | zj,t-1 = 1}, that is,  Pr{st=k | st-1=j} .  Here these are taken to be independent of  t.  That is, the transition probabilities are stationary (and so the process { zt }  is homogeneous). When, however, the transition probabilities are given (i.e., do not have to be estimated), they may be time-dependent.    

Note that  the conditional p.d.f. of  yt, given that  st = k,  is  ytMkkwhere   ydenotes the p.d.f. of the Normal distribution with mean    and variance   .   The yt are taken as conditionally independent, given the zt, so the joint density is 

(s0) y0s0 s0  t=1,...,n} (st-1,st) ytst st
where  {(k),  k = 1,2,…,K }  is an initial distribution over the states.  

More generally, when the state-switching process is a simple Markov chain and the conditional p.d.f. of  yt  depends only upon st,  we say we have a hidden Markov model (HMM).  We need to look at this in general terms.    

Markov Model

Let  {xt}  be a time series with a given starting value  x0.   In general, the joint p.d.f. can be written  

f(x1, x2, . . . , xn ; x0)   =   f(x1| x0 ) f(x2| x1,x0) f(x3 | x2, x1,x0) X . . . X f(xn | xn-1, . . . , x1),

where   x0  is given.  

If the process has the first-order Markov property, then this becomes

f(x1, x2, . . . , xn ; x0)  =   f(x1| x0 ) f(x2| x1) f(x3 | x2) X . . . X f(xn | xn-1) .

Hidden Markov Model

Combining the concepts of labeling and the Markov property yields a Hidden Markov Model (HMM).  In the HMM,    

f(xt | xt-1)  =     f( yt, zt | yt-1, zt-1).

We can work either in terms of the zt  or the st.  So we write this as  f(yt,st | yt-1, st -1)  .  Think of this as  Pr(AB | CD ),   where, given sets   S  and  T , the notation  ST  denotes their intersection.     Now,  analogous to Pr(AB)    =   Pr(A|B)Pr(B), we have Pr(AB | CD )    =   Pr(A|BCD)Pr(B|CD).   So, 

f( yt, st = k | yt-1, st-1=j)   =   Pr(AB | CD )  =  Pr(A|BCD)Pr(B|CD) 

  =   f( yt | st = k,   yt-1,  st-1=j)  Pr{st = k | yt-1,  st-1=j} .    

In the mean-switching model, we have additionally  

f( yt | st = k ,  st-1=j)   =   f( yt | st = k ) ,

the current value depending only on the current state and not upon the preceding state.  

Thus,  

f( yt, st = k | yt-1, st-1=j)   =   Pr(A B | C )  =  Pr(A|B,C)Pr(B|C) 

  =   f( yt | st = k ,  st-1=j)  Pr{st = k | st-1=j}  

  =   f( yt | st = k )  Pr{st = k | st-1=j}    

  =   j,k fk( yt ),  

and 
fk(yt) =  f(yt  | st  = k).

The likelihood(likelihood) can be written  

L  =  (s0) f(y0 | s0)  t=1,...,n} (st-1,st)  f( yt | st ) ,

where  {(k),  k = 1,2,…,K }  is an initial distribution over the states.  When these properties hold, we say we have a hidden Markov model (HMM).  

Greedy Algorithm

This does not necessarily yield the most likely state sequence but is a relatively simple heuristic algorithm.    

Let  fk(yt) =  f(yt  | zt  = k).   Let   fk*(yt)  and  j,k  denote the current estimates  of  fk( yt)  and  j,k, respectively.     

The maximum a posteriori probability procedure for Bayesian classification is

st*  =  arg max k {k fk(yt) },

where  the k   are prior probabilities of  K  states.  (If  k  and   fk(yt)  are unknown, they are replaced by their estimates.)   

By analogy with this, a procedure for state estimation in the mean-switching model is:

Having estimated the state at time t-1 to be j, that is, if s*t-1 = j,  

st*  =  arg max k {j,k fk*(yt) }.  

This one-step ahead algorithm is called the "greedy algorithm."  

HERE

This can of course be done in terms of the logarithms.  The negative of the log likelihood is  

- ln  L   =   - ln  (s0)   -    t=1,...,n} ln[ (st-1,st)  f( yt | st )] .  

Define

d(j,k)  =     -ln j,k  - ln fk(yt) .

Here  j,k  is the current estimate of  jk   and  fk(yt)  is based on the current estimates of the distributional parameters.  Having tentatively estimated  zt-1 to be j,  the label  zt  is estimated as k*, where

k* =    arg min { d(j,k), k = 1,2,…, K }  .

Since the cluster analysis analog of this is known to lead to biased estimates, especially estimates of variance that are too small, we consider reintroducing some variability, as follows.

Monte Carlo version:    

k*  is an observation sampled from the distribution { Const. jk* fk*(yt), 1<k<K}.

Viterbi Algorithm

The Viterbi algorithm is dynamic programming applied to the E-step of estimation in this model.   The inputs to the Viterbi algorithm are the quantities

d(j,k)  =     -ln pjk - ln fk(yt) ,

where the K-by-K transition probability matrix   T   =  [ pjk  ]  and    fk(y)  is the value at  y  of the k-th estimated density.  The  d(j,k)    are the terms in  - ln L,  where  L  is the likelihood.  
The process is represented on a trellis, a lattice with  K  rows and  n  columns.  Thus the nodes are indexed as  (k,t),  k = 1,…,K,  t = 1,…,n.    The crux of the algorithm is that to find the shortest path to (k,t),  you need to know only the shortest paths to  (j,t-1),  for each state j :  

length of shortest path to (k,t)  

    =  min {j = 1,2,…,K} {length of shortest path to (j,t-1) + distance from j to k} .  

So you can work backwards from t=n to t=1 to solve the optimization problem.  

AUTOREGRESSIVE MEAN-SWITCHING

One model considered for various economic/financial time series  is  an MS(K)-AR(p) model.   

yt  - t  =  1  (yt-1- t-1)  + . . . + p (yt-p t-p)  +t  ,
where each  t     is equal to  M1, M2, or . . . or MK,   these Mk   being unknown parameters to be estimated, and the t  sequence is Gaussian white noise with unknown variance 2 .    Values  y0, y-1, . . . , y-p+1  are given.  Note that the AR coefficients here are global, not switching.   Let's see if we can deal with AR(p) instead of just AR(1).  It seems that, given tentative estimates of the means, we can just run an ordinary AR(p) in the next step.   We can use OLS or a refinement with backcasting.  The state estimates  can be updated by comparing  yt  with  yt (m) :  



UNDER CONSTRUCTION FROM H E R E

st(m+1)  =   arg min k  { (yt - yt (m) - Mk)2  }

where  yt (m)  is  

st(m+1)  =   arg min k  {[(yt-t(m))  Mk) - 1* (yt-1- t-1(m))  - . . . - p* (yt-p t-p)  2} .

Then we have to see what to do to update the estimates of the means and the autoregression coefficients.  

Another model is an AR-coefficient K-switching model, for example,  

yt  =  0 t t yt-1  + t  ,

where  (0 t t)  takes on K values, to be estimated.  
If   t  is zero,   this is 

yt  = 0 t  + t  ,

which may be written alternatively as 

yt  =  t  + t  ,

where each  t     is equal to  M1, M2, or . . . or MK,   these Mk  being unknown parameters to be estimated.  
MARKOV MODEL

In general, the joint p.d.f.. can be written  

f(x1, x2, . . . , xn)  =  f(x1) f(x2| x1) f(x3 | x2, x1) X . . . X f(xn | xn-1, . . . , x1) .

If the process has the first-order Markov property, then this becomes

f(x1, x2, . . . , xn)  =  f(x1) f(x2| x1) f(x3 | x2) X . . . X f(xn | xn-1) .

HIDDEN MARKOV MODELS

Combining the concepts of labeling and the Markov property yields a Hidden Markov Model (HMM).

In the HMM,    f(xt | xt-1)  is shorthand for    f( yt, zt | yt-1, zt-1).   

______________________________________________________________________

Example.  In the HMM, it will sometimes happen that 

f( yt, zt | yt-1, zt-1)    =     f( yt, zt |  zt-1)  .  

That is, there is an assumption that the dependence upon the preceding time period is only through the state, not the value of the process.  Now,  

f( yt, zt |  zt-1)  =  f( yt |  zt)   f(zt | zt-1).  

________________________________________________________________________

The process  {zt} is driven by a K-by-K transition probability matrix 

T   =  [  j,k   ]  .  

The transition probabilities are in general unknown.  This gives 

f( yt, zt |  zt-1)  =  f( yt |  zt)   f(zt | zt-1)  =  f( yt | st)   st-1,st   .  

Thus, given an initial state z0,  the joint p.d.f. can be written as

f(x1) f(x2| x1) f(x3 | x2) X . . . X f(xn | xn-1)    

     
=  (z0,z1) f(y1)| z1) (z1,z2)  f(y2| z2)(z2,z3)   f(y3 | z3) X  .  .  .  X  (zn-1,zn)   f( yn | zn ) 

           =   zt-1,zt)   f( yt | zt ) ,

where the product is over  t  = 1 to n. (starting)    The logarithm of this is 

d(zt-1, zt)  ,  

where the sum is over  t  = 1 to n  and

d(j,k)  =   - ln j,k)   -  ln  f( yt | zt = k)  .
We use the notation   d(j,k)   for distance to suggest the analogy with finding minimum-distance solutions by mathematical programming. The joint p.d.f. of the variables of the time series, considered as a function of the parameters, with the time series fixed at its observed values, is the likelihood.    Parameters are estimated by maximization of the likelihood.  This is equivalent to minimization of d(zt-1, zt)  .  
ESTIMATION IN THE MARKOV-SWITCHING MODEL

For estimation we consider various E-M algorithms.

The state sequence is estimated in the E-step.  The  distributional parameters and the transition probabilities are estimated in the M-step.    

Greedy Algorithm

This does not necessarily yield the most likely state sequence but is a relatively simple heuristic algorithm.    Let  

 fk(yt) =  f(yt  | zt  = k).  
The inputs are the quantities

d(j,k)  =     -ln pjk - ln fk(yt) .

Here  pjk  is the current estimate of  jk   and  fk(yt)  is based on the current estimates of the distributional parameters.  Having tentatively estimated  zt-1 to be j,  the label  zt  is estimated as k*, where

k* =    arg min { d(j,k), k = 1,2,…, K }  .

Since the cluster analysis analog of this is known to lead to biased estimates, especially estimates of variance that are too small, we consider reintroducing some variability, as follows.

Monte Carlo version:    

k*  is an observation sampled from the distribution { Const. ( j,k)  fk*(yt), 1<k<K}.

Viterbi Algorithm

The Viterbi algorithm is dynamic programming applied to the labeling step of estimation in this model.   The inputs to the Viterbi algorithm are the quantities

d(j,k)  =     -ln ( j,k)   - ln fk(xt) ,

where the K-by-K transition probability matrix   T   =  [ ( j,k)  ]  and    fk*(y)  is the value at  y  of the k-th estimated density.   The   d(j,k)    are the terms in - ln L,  where  L  is the likelihood.  
The process is represented on a trellis, a lattice with  K  rows and  n  columns.  Thus the nodes are indexed as  (k,t),  k = 1,…,K,  t = 1,…,n.    The crux of the algorithm is that to find the shortest path to (k,t),  you need to know only the shortest paths to  (j,t-1),  for each state j :  

length of shortest path to (k,t)  

    =  min {j = 1,2,…,K} {length of shortest path to (j,t-1) + distance from j to k} .  

So you can work backwards from t=n to t=1 to solve the optimization problem.  

We're simulating with K = 3 states.  

Initialization:

________________________________________________________________________

Notes

 (cont.ROR)   If the return is compounded  N times during one time period, the  N-period compounded ROR is defined as the quantity  r  such that   xt  =  xt-1 (1 + r/N)N .    Since the limit of (1 + r/N)N  as  N  tends to infinity is  er ,  the continuous  ROR is defined as the quantity  r  such that   xt  =  xt-1 er.    This gives  ln xt   =  ln xt-1  +  r,   or   r  =   ln xt   -  ln xt-1  .

(GNP)  Sometimes we may wish to analyze the Gross Domestic Product (GDP) rather than the Gross National Product (GNP).  GNP includes imports and exports.

(iris)  Edgar Anderson, a botanist from the American midwest, was an expert on irises.   His 1935 and 1936 papers were on the irises of the Gaspe Peninsula, located on the eastern tip of the Canadian province of Quebec, north of New Brunswick. The full reference for his  1936 paper is  the Annals of the Missouri Botanical Garden, St. Louis.  The dataset is often called the "Fisher iris data," because R. A. Fisher used it as the main example in a paper on what is now called discriminant analysis that became very well known (Fisher 1936).  

(Identifiability)  The univariate Gaussian FMM is identifiable, even when the variances differ.  The multivariate Gaussian FMM is identifiable when the covariance matrices are the same but not when they differ, unless there are further restrictions on the parameter set.

(arg min)   Let  g(k)  be a real-valued function with a minimum attained at a single value k* of k.  Then  arg min {g(k)}  denotes this value k*.  Similarly for  arg max .   

(Alt Init)  Instead, the labels may be initialized.  

(Partitioning)  However, it can be interesting to consider the partitioning of a single population.  In this regard see, e.g., Johari and Sclove 1976).

(pdf notation)  We use a generic notation of  f( )  for p.d.f.s and  p( ) for probability mass functions of discrete variables.  However, the notation of Parzen,  fX(x), is really to be preferred.     Then  f(y|x)  would be written as   f Y|X(y|x),   and    f (y | s = k)  would  be written as   f  Y|S(y | k) ,  etc.      
(likelihood)  Let  f(x,y)  be a function of two variables (or sets of variables).  The function  g(y)  =  f(x0,y)  is called the section of  f( )  at x0.   The p.d.f. of the sample is f(x;).  The likelihood is the section of f at x; that is,  the likelihood is  f( ) considered as a function of , with  x  fixed at its observed value.  

(starting)  Sometimes, instead of taking  z0  as given, we use an initial distribution across the states,  

(k),  1< k < K .  

(K-means interp)  The Gaussian density depends on the observation only through its squared distance to the mean.  See Sclove (1978) for further details.   

(reg)  Note that zkt is 0 or 1, and in particular  zkt  = zkt 2.   So   zkt  yt /  zkt  =   zkt  yt /  zkt 2,  and if desired an ordinary regression routine (with intercept set to zero) could be used for this step.  

(conv)  Alternatively, one might use a convergence criterion that the squared statistical distance, the quadratic form   

[(m) - (m-1) ]T  [S(m-1)] -1 [(m) - ((m-1) ] ,  

where  S(m-1)  is the covariance matrix of the estimates at stage (m-1), be sufficiently small.

 ____________________________________________________________________________________________
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